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HanionaneHuil TexHiuHuil yHiBepcuteT YKpainu « KUiBCbKui MosIiTeXHIYHUN 1HCTUTYT iMeHi [rops
CikopchKOTO»

E®EKTUBHICTD IMTAPAJIEJIBHUX OBYUCJIEHD 3 BUKOPUCTAHHAM
KBATEPHIOHIB

Y cmammi npoeedeno cucmemmne 0ocniorcenns ma nopieHANbHUN AHANI3 eheKmusHocmi
napanenvHux 004YUCIEHb NPU ONEPYSAHHI HEKOMYMAMUGHUMU KEAMEPHIOHHUMU CHIPYKMY-
pamu 0anux i po3e'a3anHi KeamepHioHHUX NiHIUHUX cucmem Ax = b na zemepozennux ana-
pamnux naamegopmax (CPU, GPU, TPU) 3 sukopucmanHam cy4uacHux npozpamHux cmekie
(NumPy, TensorFlow Graphics, tfquaternion, CuPy). Po3enanymo meopemuuni acnekmu 6u-
Kopucmannsa anzeopu I'aminomona 011 00pooKu dazamosumipnux i 6a2amoKanaiIbHUX CUZHA-
nie (Konipnux npocmopie, 3D-opiecnmauii), uio 3a6e3neuye cKkOpoUeHHs KiIbKOCMI He3anexc-
HUX HAGUAIbHUX napamempie Helpomepedxcesux mooenei Ha 75%. Ilpoananizoeano naknaoni
sumpamu 004UCII0BATbHUX 2PAi6, 3yMO6JIEHI IOCYMHICMI0O HAMUBHOT anapamuoi niompu-
MKU HEKOMYMAMUBGHO20 MHOMCEHHA ma HeoOXiOnicmio cumynauii 000ymky I'aminemona ue-
pe3 16 oiiichux onepauii i diiicne 6:10une npeocmaenenusn (Real Matrix Representation) po3-
mipuicmiw 4M X 4N. 3a 00nomozor0 po3poodaeno2o npozpammnozo incmpymenmapiio denumap-
Kinzy 6 xmapniiu ingppacmpykmypi Google Colab ouineno namenmuicmo 6UKOHAHHA 000YMKY
Taminomona ons eubipok o6cazom N € [102...10%] ma weuoxicmov LU-0exomnosuyii niniii-
nux cucmem. Jlocnioynceno epexm zacmocysanns XLA-xkomninauii (kernel fusion) i FP16-
ooyucnensv npu onmumizauii zpaghie QCNN na npuknaoi knacugikayii 306pasxcens 3 oamace-
mie CIFAR-10 ma HAM10000. Cchopmosano npakmuuni pexomenoayii uio0o eubopy npozpa-
MHO-ARAPAMHO20 CHMEKY 3ANEHCHO 8I0 PO3MIPHOCHI OAHUX | 6UMO2 00 0OYUCTIIOBAILHOT 1AM eN-
muocmi.

Karouosi ciaoBa: xBareprionu, no0yTok ['aminbTona, mapanensHi oOumcieHHs, QCNN,
TensorFlow Graphics, CuPy, XLA-kommimsiiss, GPU, TPU, ngilicHe MaTpu4HE PEACTaBICHHS.

Bcmyn

CyuacHuMii eTan po3BUTKY BHCOKompoaykTuBHux obumcieHp (High-Performance Computing,
HPC) Ta inTenekTyaabHOTO aHaI3y JaHUX XapaKTePU3Y€EThCs eKCIIOHEHIIIMHUM 3pOCTaHHIM 00CSITIB
OararoBuMipHOI iH(OpMaIlii, 1o MoTpedye 0OPOOKH B pexuUMi peanbHOro vacy. Tpaauiiiai o04uc-
JTIOBAJIbHI apXiTEKTypu Ta JITOPUTMU MAIIMHHOTO HAaBYaHHS MEPEBAXHO OMNEPYIOTh y IiHCHOMY
eskimioBoMy mpoctopi (R). [Ipote, mpu MoaentoBaHHI CKIAAHUX MPOCTOPOBO-YACOBHUX MPOIIECIB,
00po011i KOJIIPHUX CUTHAJIIB, aiHHUX MEPETBOPEHD Y TPHBUMIPHOMY ITPOCTOPi abo aHami3i (ha3oBo-
MOJYJIbOBAHUX CHUTHAJIB KJIACUYHUN CKAISIPHUHN MiJIX1J JEMOHCTPY€E CyTTeBI oOMekeHHs. Hamara-
HHS ONPAIbOBYBATH 0araTOKOMITOHEHTHI JaHi K Ha0ip 130Jb0BAHKUX JIHCHUX KaHATIB MPU3BOIUTH
JI0 BTPATH BHYTPIIIHIX KPOC-KaHATBHUX KOPEJAIIN, MTYYHOTO 30UIBIIEHHS KUIBKOCTI TTapaMeTpiB
MojieTie Ta BHHUKHEHHS MaTEMAaTUYHUX CHHTYJISIPHOCTEH.

MareMaTnuHuld amapar TIMepKOMIUIEKCHOI aireOpu, 30KpemMa TpOCTip KBaTEepPHIOHIB
I'aminerona (H), mpomoHye enerantHy W MaTeMaTWYHO OOIPYHTOBAaHY AJbTEPHATHBY IiHCHUM
yuciaeHasM [1]. KBaTepHioH, 1110 onepye OHIE AIHCHOI Ta TPhbOMa YSABHUMH OJJUHUIISIMH, JT03BO-
JIsi€ KOJyBaTH YOTUPUBUMIPHI 200 TpUKaHAIBHI BEKTOpH (Hampukiaa, Komipaui mpoctip RGB a6o
MIPOCTOPOBI KOOPAMHATH) K €IUHY alnredpaiuny cyTHICTb. [ '0JI0BHa TeOpeTHUHA IlepeBara rinepkom-
IJIEKCHUX MOJIEJIEH TIOJIATAE B 3aMiHI CTAaHJAPTHOTO CKAJIIPHOTO MHOKEHHSI oniepariieto 100yTky ["a-
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MUTbTOHA. L5 oneparis zi€e sk NpUPOAHUN CTPYKTYpPHUM perysipu3aTop, o BUMYITY€e 00UHCITIOBA-
JbHY CUCTEMY BPaXxOBYBAaTH B3a€MO3B'sI3KM MK yCiMa KOMIIOHEHTaMU CUTHAITY oiHO4acHO. [1{oHaii-
MEHIIIE, y 331a4aX HelpoMepeKeBOTr0 MOJICIIIOBAHHS 1€ 3a0e31euye CKOPOUCHHS KIIBKOCT] He3anex-
HUX HaBYAJIbHUX Bar Ha 75% MOpPIBHSAHO 3 aHAJIOTIYHUMU 32 KOH(]Irypaui€e AIMCHUMHU apXITEKTy-
pamu [2], [3].

[Tonpu 3HaYHUI TEOPETHUUHUHN MOTEHLIIA] Ta HapaMeTPUYHy €(PEKTUBHICTh KBATEPHIOHHUX MO-
Jenei, IX mupliie BOPOBAXKEHHs y MPAKTUKY 1H)XXEHepii IporpaMHOro 3abe3neyeHHs CTPUMY€EThCS
npo6iiemoro o0uKcoBalibHOT TaTeHTHOCTI (latency). JKozeH 13 cydacHUX KOMEpLIHHUX MPOLIECOpPiB
a00 rpadiyHUX MPUCKOPIOBAYiB HE Ma€ HATUBHOI amapaTHOl MATPUMKH HEKOMYTATHBHOI aJireOpu
KBaTepHIOHIB. Byb-ska MaHIMyJIs1Iis 3 KBATEPHIOHAMH HA MPAKTHUII CUMYJIIOETCS Yepe3 TOCIiI0B-
HICTb OIlepalliid HaJl TIHCHUMH YrciiaMi. Lle CTBOprOE CyTTeB1 HaKJIaHI BUTPATH mMam'sTi (computa-
tional overhead) Ta 30ibIIy€e KiJBKICTH BY3/1iB B 0OUMCIIOBATBHUX Ipadax po3Mi3HaBaHHS.

3 orisay Ha L€, KpUTHYHO BaXKJIMBOTO 3HAYCHHs HAOyBae mpobiieMa J10CiiKeHHs e(peKTUBHO-
CTi mapajeIbHUX OOYUCIICHb MIPH ONEPYBaHHI KBATEPHIOHHUMHU CTPYKTypaMH. AKTyaJdbHICTb TEMHU
3yMOBJIEHa HEOOXIIHICTIO MOITYKY ONTUMAJIBHOTO OajaHCy MK MaTeMAaTHYHOIO HIUIBHICTIO Mpe-
CTaBJIeHHs JaHuX y npocrtopi H Ta peaabHMMU yacOBUMH BUTpaTaMH Ha BUKOHAHHS LIUX ONepawii
Ha Cy4aCHOMY IeTepOreHHOMY 00JIaJiHaHHi.

HayxoBa cripHOTa Hapasi NPONOHY€E KUIbKa albTePHATUBHUX MIAXOAIB 10 (OopMyBaHHS KBa-
TEPHIOHHUX CTPYKTYp JaHUX Ta OpraHi3alii napajaeapHOro BUKOHaHHs onepauiid. Kimacuunuit mutsx
0a3yeTbcs Ha BUKopucTaHH1 616110Tekt NUMPY Ta BekTopru3oBaHux MacuBiB ndarray Ha 6a31 LieHTpa-
abHOTO Npouecopa (CPU), mo cnuparoThes Ha ONTUMI30BaHI 00YHMCITIOBAIbHI OJIOKH JIIHIHHOI anre-
o6pu BLAS/LAPACK. Boanouac, napaaurma riauOOKOro HaBYaHHS BUMarae IepeHeceHHs o0uuc-
nenb Ha rpadiuni (GPU) ta Tenzopni (TPU) npuckoproBadi, 1o peanizyeTbesi IEPEBAKHO Yepe3 TEH-
30pHi cTpykTypu TensorFlow a6o PyTorch. [pu iipomy po3poOHUKH 3MYIIIEHI 00MPaTH MiXK HU3bKO-
PIBHEBUM PYYHHUM MOJIEIIOBAaHHAM [ 'aMiJIbTOHOBUX OOYHCIICHb Ta BUKOPUCTAaHHAM CIELiali30BaHUX
nakeTiB, Takux sk TensorFlow Graphics (tfg.geometry), tfquaternion ado PyTorch3D [4]. Koxen i3
[IMX BapiaHTIB Ma€ BIACHI JIMITH MacIITa00BaHOCTI, MOKITUBOCTI Mapaieni3my Ta crerugiky podooTu
3 MaM'ATTIO.

Oco6muBYy MaTeMaTUYHY Ta aITOPUTMIUHY CKJIaJJHICTh CTAHOBJIATD 3a/1a4l pO3B'sI3aHHS JIIHIHHUX
MaTPUYHUX CUCTEM 13 KBaTepHioHaMH BHAy AX = b. Uepe3 HEKOMyTaTHBHICTh MHOXXEHHS B H,
npsiMe NepeHeceH s kiacuuHux MetoiB aexommnosuuii (LU, QR abo 'aycca) y nepBuHHOMY BUIIISI
€ HeMO¥JTMBUM. OCHOBHUM 1HYCTpIaJTbHUM METOJIOM € TIepeXiJI 10 JIHCHOTO MAaTPUIHOTO MIPE/ICTAB-
nenns (Real Matrix Representation), mo tTpanchopmye cucreMy po3mipHicTio M X N y niiicHy 0J10-
yHy Matpuiio 4M X 4N [2]. Take po3upeHHs: pO3MipHOCTI CTBOPIOE crieli(idHi BUKITUKY IS 1a-
payielbHUX OOYHUCIIEHB: 3 OTHOTO OOKY, MaTPHIISI CTAE PO3PIHKEHOIO Ta CTPYKTYPOBAHOIO, IO BiJIK-
pHBa€ NUIAX 10 OJIOYHOTO MapajenizMy, 3 IHIIOr0 — Pi3K0 3pOCTae HaBaHTAXKEHHS Ha IIMHY Mepenadi
JAHUX TIPH PO3TOLUTI OOUMCIICHh MIXK SApaMU IPUCKOPIOBAYIB.

Ilocmanoeka npoonemu

VY cdepi cydacHUX BUCOKOTIPOAYKTUBHUX OOUMCIICHb Ta IHTEIEKTYaJIbHOTO aHATi3y JaHUX CIIOC-
TEpIraeThCs CTPIMKA 3MiHA MapagTurM 00poOKH OaraTOBUMIPHUX CHTHAIB. TpaauiiiHi apXiTEKTypH
CHCTEM LITYYHOTO iHTEJEKTY Ta KOMI'IOTEpHOI0 30py TPUBAJIHMM Yac COUPAIUCS HA MaTeMAaTUYHUIN
amapar giiicHux guceln (R). Y mexax mi€i kmacuaHoi Mozeli Oyab-sikuii OaraTokaHaaIbHUN CUTHAI
(Hampukaa, TpuKaHanbHi KomipHi mpoctopu RGB/YUV, npocTopoBo-4acoBi KOOpAWHATH KiHEMa-
TUYHUX CHUCTEM YU (a30BO-1HTEHCHUBHI BUMIPH PaJIl0NOKAIIIHHUX TaTYMKIB) IMIITA€THCS TPUMYCOBIH
JIEKOMITO3HIIIT Ha Ha0ip 130JIbOBAHUX CKAJIIPHUX MOBEPXOHb.

Taxuii miaxix CTBOPIOE TIAMOOKHHA apXiTeKTypHO-CEMaHTUYHUIN PO3PHUB MK CYTHICTIO (i3nd-
HOTO CUTHAJIy Ta MaTEeMaTHYHUM METOJOM ioro oOpoOku. Komm cranmapTHa 3ropTKoBa Mepexa
(CNN) abo 6aratoBuMIpHMIA JIIHIHHUN perpecop ONnepyroTh AIMCHUMHU YUCIaMU, BOHU 00pOOIISIIOTh
KOXEH KaHaJl OKpEMHUM, HE3aJIeXKHUM HabopoM ¢iabTpiB. B3aeMo3B'A30k MK XpOMaTHUHUMHU a0o
MIPOCTOPOBUMHU KOMITIOHEHTAMU BUMYILIEHO MOJIETIOETHCS JIMILE OMOCEPEAKOBAHO — Yepe3 JiHiiHe
iICYMOBYBaHHSI Ha ITi3HIX eTanax (GopMyBaHHS KapT O3HAK. SIK HACIIJOK, OOUMCITIOBATIbHI CUCTEMHU
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JI€MOHCTPYIOTh KPUTUYHY BPA3JIUBICTh 10 CIIEKTPAJIbHUX IIIyMiB, HETIHINHUX 3MiH KOJIpHOTO Oana-
HCY Ta CHOTBOPEHb YMOB OCBITJIEHOCTI. HaBiTh He3HAUHUI1 3CYB 3HaUEHb B OJTHOMY 3 KaHAJIiB IPU3BO-
JMTH 10 IECUHXPOHI3alil JiiCHUX (PiITbTpiB, pyHHYBaHHA MPOMIKHUX MPEICTAaBICHb O3HAK 1 XMOHOT
knacuikariii abo perpecii 00'eKTiB.

MareMaTn4Hmii armapaT HEKOMYTaTUBHOI ainreOpu kBarepHioHiB ["aminbToHa (H) mo3Bossie mo-
J071aTu 11e 00MeKeHHs, 00'€JHyI0YH OaraToKaHaJIbHI BUMIPHU B IUJIICHY BEKTOPHY CYTHICTb:

q=qo+qu * qzj + gz (1)
3aBIsKU CTPYKTYypl 100yTKY ['aminbrona ( ) ), kBarepHioHHI HeiipoHHi Mepexi (QNN) ta cos-Bepu
OTIEPYIOTh B3aEMOINOB'I3aHUMHU MaTpHUIIMU Bar. Lle no3Bossie (hikcyBaTH MPOCTOPOBO-XPOMATHUYHI
O3HAKHM CHHEPreTUYHO HAa KO)KHOMY IIapi 00poOKu, 3a0e3nedyoun CKOpOUYeHHS KITBKOCTI He3aIexK-
HUX NapaMeTpiB HaBuaHHs Ha 75%. 3HIKEHHS KUTBKOCTI CTYINIEHIB CBOOOM JIi€ SIK MOTY>KHUH BHYT-
PIIIHIN perynsipu3aTop, M0 paAUKaIbHO MiHIMI3Y€ pU3UK niepeHaBYaHHs (overfitting) Ha 0OMeKeHUX
BUOIpKax.

[Tpote, nepexia 10 rinepKOMILIEKCHOTO POCTOpY H CTBOPIOE HOBY, OOUMCIIIOBAIIBHO CKIIAIHY
¢dbynnamentanpHy npobnemy. XKomna cydacHa amapatrHa apxitektypa (ai CPU 3 iHCTpyKIissMu
SIMD, ni rensopHi siapa GPU Big NVIDIA, Hi crienianizoBani mpouecopu Google TPU) He mae Hatu-
BHOI IIIITPUMKH KBaT€PHIOHHUX THIIIB JAHUX Ta HEKOMYTAaTUBHOI0 MHOKeHHs1. Ha anapatHomy piBHI
OyIb-siKa rIepKOMITJIEKCHA MaHIIyJIALisl 200 onepallis 3ropTKU MOBUHHA OYTH po30HTa Ta CUMYJIbO-
BaHa 4yepes MOCIIJOBHICTh onepaiii Haj JIHCHUMU YUCTaMH.

Jns peanizanii 1o0ytky 'aminerona W @ X y cydacHHX OOYHMCIIOBAIBHUX CEpeIOBHUINAX
¢peiimBopkis riubokoro HaBuaHHA (TensorFlow, PyTorch) cucrema 3My1iieHa BUKOHYBATH SIBHY Ji€-
KOMITO3UIIIIO Ta KOHCTPYIOBATH OJ0YHI MaTpUUHI BUpPA3U:

(W®X), Wo —-Wp W, —Wsrx,
[(W®X)1]:[ Wo Wo —W; W, ]Xl )
wex),| =1 w, ws w, -w; ||X,
wex),l L w, —w, wp ow, llx

Taka cumysAIisi HEKOMyTaTUBHOI MaTeMAaTHKH 4epe3 JIiHIHHI KOMOiHaIii JIHCHUX TEH30DiB
CTBOPIOE KOJIOCAJIbHI HAaKJIaTHI BUTPATH 00UYMCITIOBAIBHUX pecypciB (computational overhead). 3ami-
CTb OJIHI€T HATUBHOI OTepallii MHOXKEHHS, Tpa(iuHUi YU HEHTpaTbHUHI MPoLecop 3MYyIIEHUH BUKOHY-
BaTu 16 okpeMux MiICHMX MHOXEHb Ta CEpir0 omepalliii 1o1aBaHHs/BiIHIMAaHHA. binbie Toro, s
PO3MOALTY ITUX KOMIIOHEHTIB y am'sTi ppeiiMBOpKH MIMOOKOT0 HaBYaHHS T'€HEPYIOTh TUCAYl JIOTIO-
MIXKHHX By3JiB po30uTTs (tf.split, torch.unbind) Ta 06'enqnanns (tf.concat, torch.stack) Tenzopis. Ile
MPU3BOJUTH JI0 KPUTUYHOTO TMEpEeBaHTAXEHHS IIMHU Tepeaayl JaHuX, (pparMeHTallii onepaTUBHOT
nam'sTi (VRAM) Ta mtydHoro ynoBUIbHEHHsI 4acy BUKOHAHHS OJiHI€T enoxu HaBuaHHS Ha GPU
npuckoproBayax Ha 15-20% nopiBHsAHO 3 kiacuuHuMH CNN.

[Ile Ginbury npoGiieMy CTaHOBHUTH 3aBJaHHS PO3B'sI3aHH JIIHIHHUX MaTPUYHUX CHUCTEM i3 KBa-
TepHIOHaMU BUTIsAy AX = b, siki € 6a3ucoMm i1 3a1a4 6araToBUMIpHOT MepKOMIUIEKCHOT perpecii.
[Tepexin 10 €KBIBAJIEHTHOTO JIMCHOTO MIPEICTABICHHS PO3IIMPIOE PO3ZMIPHICTh MATPHII KOS(iIieH-
TiB3M X Ngo04M X 4N.Otpumana 6104Ha MaTPUIS CTA€ CUIIBHO CTPYKTYPOBAHOIO, ajie BOJHOYAC
PO3PIIHKEHOIO.

[Tpu cpo0i po3napanentoBaHHs TAKUX CUCTEM Ha Cy4acHUX IeTepOreHHUX Iutat¢opmMax BUHH-
Kae eeKT 00UnCIIoBaIbHOI Aecuuxponizaiii. Llearpansi mpouecopu (CPU) nobpe cripaBisroTbes
13 MOCIT IOBHUMH OJIOYHUMH CTPYKTYpaMH 3aBISIKM PO3BUHEHHM MEXaHi3MaM KellyBaHHS, ajle oOMe-
KeHl KUTbKicTIO piznunux saep. I'padiuni mporecopu (GPU) marots Tucsui ssmep CUDA, nipoTe ixHs
SIMT (Single Instruction, Multiple Threads) apxitekrypa cTpakaae Bil po3raiayeHb Ta YacTHX
3BEpHEHb JI0 TI100abHOT MaM'sITl 1] Yac CKIagaHHsI/PO30UTTS pO3PIIHKEHUX KBATEPHIOHHHUX OJIOKIB.

HasBHi Ha chOTOTHI MpOTpaMHi PIIICHHS MPOTOHYIOTHh KapIMHAIBLHO Pi3HI MiIX0IH 10 PO3B'si3a-
HHS [IbOTO MPOTHUPIYYsl, CTBOPIOIOYHN TIPOOIEMYy BUOOPY ONTUMAIBLHOTO CTEKY:

- BekropuzoBani macuBu NumPy ndarrays 3a6e3neuyiots ctabinpae Bukonanss Ha CPU 3a pa-
XYHOK HHM3BKOpiBHEeBHX Oi0miorek miHilHOI anredpu BLAS/LAPACK, ane moBHicTIO 1m030aBiieHi
MO>KJIMBOCT1 @aBTOMAaTUYHOTO JTU(EPEHIIIOBaHHS Ta MACIITaA0yBaHHS HAa MIPUCKOPIOBAYI.
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- IMaker TensorFlow Graphics (tfg.geometry) Hamae iHCTpyMEHTH MOOYIOBH CTaTMYHHX
obuncroBabHUX Tpadis i3 miarpumkoro XLA (Accelerated Linear Algebra) kommimsmii. Lle Teope-
TH4HO 103BoJsie TPU-npuckoproBauam 31MBatu AonoMixkHi By3iu rpada (kernel fusion) B eauni ana-
paTHI IHCTPYKIIii, ajle BUMAarae >kopcTKkoi Qikcarii po3mMipHOCTell 6aT4iB Ta CTBOPIOE 3HAYHUN OVer-
head Ha erarmni nmonepegHHOI KOMITLJISAIIII.

- CrneuianizoBani 010miorexu B ekocuctemi PyTorch (manpuknan, PyTorch3D) gokycyroTbes
Ha HanucaHHi HaTUBHUX CUDA C++ posumpens, sKi MOBHICTIO OMHUHAIOTh iHCTpyMeHTH Python.
Bonu ontumizyrots oouncnenns Ha GPU, npote ix nepenecenns Ha apxitekrypy Google TPU 3anu-
MIAETHCS BKPaK CKJIQJHUM TEXHOJIOTTYHUM IIPOIIECOM Yepe3 HeCTabUIbHICTh mpomiapky torch xla.

TakuM YMHOM, IOCTA€ TOCTPA HAYKOBO-TIPAKTHYHA MPo0IeMa, siKa MOJISTae y BiICYTHOCTI CUC-
TEMHHX JIOCJIPKCHb Ta YITKUX KUTbKICHUX KPUTEPIiB OIlIHKHM €(hEKTUBHOCTI IMapajeIbHIX O0YUCIICHb
IIpU OTIepyBaHHI KBATEpHIOHAMHU HA T€TEPOreHHOMY O0JiaHaHH1. PO3poOHMKY Cy4acHUX 1HTENEKTya-
JBHUX CUCTEM 3MYIIEHI TPOCKTYBATH T1MIEPKOMIUICKCHI MOJIEI eMITIpUYHO, 0€3 pO3YMIHHS TOTO, K
BUOIp KOHKpeTHOT cTpyKTypH nanux (NumPy vs TensorFlow vs PyTorch) Ta anapaTHoro npuckopro-
Baua (CPU vs GPU vs TPU) BruinHe Ha JIATEHTHICTh OOYHCIICHb, KOS(IIIIEHT po3mapaseIrOoBaHHs Ta
MIBUAKICT 301)KHOCTI aJITOPUTMIB ONTHUMI3aIIii.

Bupimenns 1iei mpo6iaemu norpedye MpoBeACHHS KOMIUIEKCHOTO OCHUMAapKiHTY, (hopmatizartii
HaKJIaJHUX BUTPAT O0YHCIIOBAIBHUX IpadiB Ta CTBOPEHHS €IMHOI METOI0JIOTIi TOOY0BH BUCOKOE-
(eKTUBHUX MapajelbHUX KBATEPHIOHHUX CUCTEM.

Ananiz ocmannix 00cnioxcens i nyoaikayii

P03BHUTOK METO/IIB BUCOKOTIPOIYKTUBHUX OOUMCIICHD Ta IHTEIIEKTYAIBHOTO aHAIII3Y JAHHUX TPO-
TATOM OCTaHHBOT'O ACCITHIITTS JAEMOHCTPYE UITKY TEHJACHLIIO JI0 MEePeXoAy Bil MOHOMOJAIbHUX,
CKaJISIPHUX CHCTEM J0 CKJIQJHUX TIMEPKOMIUIEKCHUX apXiTekTyp. [Ipobrema onTumizaiiii oOpoOKu
OaraTokaHaJIbHUX CUTHAIIB Ta IPOCTOPOBUX TpaHCPOpMaIliil CTUMYIIOBajIa MacIITAOHUIA IJIaCT HAY-
KOBHX PO3BIJIOK, (DOKYCOM SIKMX CTaB TOIIYK albTEPHATUBHUX MAaTEMaTUYHUX MPOCTOPIB, 3ATHUX
MOA0JIaTH OOMEKEHHS KJIACHYHOI AiiicHUX oOumciieHb (R). Y mMexax 1boro BEKTOPY MOCTIIKCHHS
HEKOMYTaTHUBHOI anreOpu kBatepHioHiB ['aminsrona (H) mpoiumy muisix Bif GyHIaMEeHTaIbHUX TE€O-
PETHUYHUX BUIIYKYBAaHb /0 CTBOPEHHS MPUKIAIHUX MPOTPaMHO-aNapaTHUX CTEKIB MapanelbHUX
00YHCIIEHb.

Oomercennsn OilicHuUx mooenein NiHiUHOI anzedpu ma nepeoymosu 2inepKoOMNIeKCHUX
00uucnens

@yHIaMEHT KJIACHYHOTO KOMITIOTEPHOTO 30py Ta HU(GPOBOi 0OPOOKH CHUTHATIB TPUBAIUH dac
criipaBcs Ha TIMO0Ki 3ropTkoBi Mepexi (CNN) Ta 6araToBUMIipHI perpeciiiHi Moeli JIHCHOTO THITY
[5], [6]. TTpoTe, sik 3a3HaUeHO B pOOOTI [7], 1EKOMITO3HIIis BEKTOPHHUX 32 CBOEIO (Di3HUHOIO MPHUPOIOF0
CUTHAITIB (TakuX sIK KoJripHi mpoctopu RGB a6o ($ha3oBo-iHTEHCHBHI BUMIPH) Ha 130JIbOBaH1 CKAJISIPHI
KaHaJll € MaTEeMaTHYHO CyOONTHMATBHOK. Y JIMCHHUX apXiTEKTypax KpOc-KaHalbHI MPOCTOPOBO-
XPOMAaTUYHI KOPEIAIiT IrHOPYIOTHCS Ha TIOYaTKOBUX €Tarax 00poOKH, 110 3MYIIIYE CHCTEMY HapOIILy-
BaTH INIMOMHY MEPEeXi Ta KUTBKICTh (PITBTPIB I MPUMYCOBOTO BUBUEHHS IIMX 3B'S3KIB.

Jocmimkenns [8] miarBepauian, 1o JiHiAHI KOMOiHAIIT 1301b0BaHUX JIHCHUX KaHAIIB CTBOPIO-
I0Th 00YHCITIOBAIbHY HAUIUIIKOBICTh Ta pOOJISTH MO/IET] BPa3IMBUMH JI0 CTIEKTPaIbHUX IIyMiB. [1pn
HEeJIHIMHOMY 3MIIIIeHH] SICKPaBOCTI a00 MOopyIIeHHI 0agaHCcy Oi10ro AifCHI Bard BTpavyaroTh 37aTHi-
CTb JI0 y3araJlbHeHHs, OCKUIbKM iXHI MaTeMaTU4YHi MaTpHIli He 3a()iKCOBaHI €JUHUM r€OMETPUIHUM
iHBapianToM. Lle 3akano mepeayMoBH AJIs IHTErparlii mpocTopy KBaTepHioHIB I'aminbToHa Oe3moce-
penHbo B 00UHCIIOBANBbHI KOHBEEpH (pipelines) mapanenbHuX CHCTEM.

Cmanoenenna KeamepHIOHHUX HellpoMepeHcesux apxXimeKmyp ma ix napamempuyna eghex-
mugeHicmbo

[nest 3aminm qiiCHUX Bar Ha TMEPKOMIUIEKCHI YUCIa IPU3BeEIia 10 CTBOPEHHS KJIacy KBaTEpPHIOH-
HUX HelpoHHuX Mepex (QNN). [TouaTkoBi poboTn y nbomy Hampsmi [2],[3],[6] Oymnu 30cepemkeni
Ha TEOPETUYHOMY OOIPYHTYBaHHI Ta TOBECHHI MapaMeTpHyHOi e(heKTUBHOCTI mpocTopy H. 3aBasku
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MaTeMaTHYHUM BIIACTUBOCTSM M0OYTKY ['aMiIbTOHA, 3rOPTKOBI Ta TOBHO3B'sI3HI KBATEPHIOHHI IIAPH
OTIEPYIOTh B3a€MOIIOB'SI3aHIUMHU JIIHCHUMHU KOMIIOHEHTaMu Bar. Lle 103Boimio po3poOHUKaM CKOpO-
TUTH KUIbKICTh HaBYAIBHUX ITapaMeTPiB MOJIEN1 piBHO Ha 75% mpu 30epexeHH] 1IeHTHYHOT apXiTeK-
TYPHOI €EMHOCTI.

B nocnimkennsax [9] rimepkoMIIIEKCHOT0 3BOPOTHOTO ToMpeHHs moMuiku (Quaternion Back-
propagation) OyJi0 TOBEJEHO, 110 TaKke 0OMEKEHHS CTYIEHIB CBOOOIH Jli€ SIK MOTYXHUN BHYTPILIHIH
peryisipuzatop oduuciaeHb. Mepexi QNN mpoaeMOHCTpyBaiu 31aTHICTh JOCATATH IJIATO TOYHOCTI
3a 3HAYHO MEHIIYy KUIbKICTh €110X HaBYaHH: MOPIBHSAHO 3 AIMCHUMU aHAIOraMu Ha BUOIpKax 3 oOMe-
xeHuM oOcsirom panux (Hanpukiaa, CIFAR-10), BUsBIsit09r BUCOKY CTIHKICTB 10 e()eKTy epeHaB-
yanHs (overfitting).

I[Mpore, sik 3a3HaueHo B ol [10], wi mepeBaru € BUKIFOUYHO TEOPETUIHUMH JI0 MOMEHTY 1X
TpaHcALii Ha Gi3U4HU piBeHb 00UUCIIIOBATILHUX cucTeM. OCHOBHUI HAyKOBUHM BUKITUK IT€PEMICTH-
BCS y IUIOLIMHY JOCIIIPKEHHS JIATEHTHOCTI 00YHUCIIEHb, OCKUIBKH B1JICYTHICTh HATUBHOI arapaTHOi
HNIATPUMKH HEKOMYTaTHBHOI anreOpu kBaTepHioHiB Ha cydacHux CPU ta GPU mpuckoproBauax
HIBEJIIOBAJIA TapaMEeTPUYHMI BUTpalll Yepe3 BEIUKI HAKJIaJH1 BUTPATH HAa CUMYJISALII0 100yTKy ["ami-
JbTOHA.

Ilpoonema cumynayii nekomymamuenux onepauiii ma OIlCHO20 MAMPUYHO20 Npeo-
CMag1eHHA

Jlnis BupimIeHHs 3a/1a4 6araToBUMipHOI KBaTepHIOHHOI perpecii Ta po3B'si3aHHs JIHIHHUX MaT-
PUYHHX CHCTEM BHIY AX = D ITOCTIIHUKH 3ITKHYJIUCS 3 TPOOIEMOI0 HEKOMYTATHBHOCTI MHOYKEHHS
ysBHUX oauHuIb ['aminbrona (if = k, ji = —k) [1]. Kinacuusi npsiMi METOIM JCKOMITO3HIIIT MATPHUIb
(LU, QR, I'aycca) He 3aaTHI onepyBaTH 0€3M0CepeaHBO B TIIEPKOMIUIEKCHOMY ITPOCTOPi 0€3 PU3HKY
pyliHyBaHHS (a30BOi CTPYKTYpH.

Jliis momonanHs Lporo 6ap'epa y CydyacCHUX 00UMCIIOBAIBHUX cUCTEMax 0yJI0 BIPOBAKEHO Me-
TOJ AilicHOrO MaTpuuHOTO mpezcraieHHs (Real Matrix Representation) [4]. KoxxeH kBaTepHIOHHUI
€JIEMEHT 3aMIHIOETHCS CTPYKTYPOBAHOIO JIIHCHOTO OJIOYHOIO MaTpHUIlero po3MipHOcTi 4 X 4. Ie no3-
BOJIWJIO TpaHC(HOPMYBATH KBATEPHIOHHY JIiHIHHY cucTeMy po3MipHicTIo M X N B eKBIBaJIGHTHY [iii-
CHY cucTeMy po3MipHicTio 4M X 4N, BiIKpHBarOUu MOKJIMBICTh BUKOPHCTAHHS BUCOKOE(EKTUBHHUX
npomucioBux CPU-consepiB (Takux sk LAPACK a6o Intel MKL).

[Ipore, aHani3 epEeKTUBHOCTI TAKOTO MiJXOIy, IPOBEACHUH y poOoTi [4], BUSBUB HOBY MpoO-
aemy: GJI0YHE PO3IIUPEHHS P13KO 30UIBIIY€E PO3MIPHICTh MaTPUIlb, poOJIsSYH iX po3pikeHuMu. [1pu
crnpo0i MacoBOTo MapajIeabHOr0 OOYUCIEHHS TaKUX cucTeM Ha rpadiunux npouecopax (GPU) Bunu-
Ka€ KpUTUYHE NIEpEeBaHTAXKEHHS IIMHY Tiepeiayi JaHuX, ockuibku apxitektypa SIMT (Single Instruc-
tion, Multiple Threads) 3my1ieHa BUTpayaTH pecypcu Ha MOCTiiHe po3raiy>KeHHs IMOTOKIB Ta ¢par-
MEeHTapHUi AocTyn 1o riobdansHoi nam'sati (VRAM) st 30upanHs i po30upaHHs KBaTepHIOHHHX
OJIOKIB.

Bucokonpodykmueni mampuuni oouucnenns na Python

CyugacHa exkocuctema MoBH Python crana cranmaptoM ne-(axkTo aiis 3aga4 00YMCITIOBATLHOT
MaTeMaTUKH, aHali3y JaHUX Ta MAalIMHHOro HaB4YaHHsA. [lonpu icropuynuii cratyc Python sk iHTEp-
MIPETOBAHO]I Ta BIIHOCHO MOBUIbHOT MOBHU, BUCOKOIIPOAYKTHBHI MaTPUUHI OOUHUCICHHS Peali3yloThCs
3aBJIIKM BHUKOPHCTAHHIO HHU3bKOPIBHEBHX OOYHMCIIOBAJIBHUX PYIIIiB, BEKTOpU3AILil Ta arnapaTHOro
npuckopeHHs. [lepexif BiJl TpaAuLIHHUX CKaJISIPHUX OOUYUCIIEHD J10 apajiebHOi 00poOKH OaraToBu-
MIpPHHUX TEH30pPiB CIIUPAETHCA HA KIIOUOBI KOHIENTYyalbHI MiAXoau: 6a30By BekTopu3auio Ha CPU
(NumPy), npsime anaparae npuckopents Ha GPU (CuPy), a Takox noenHanHs (QyHKI[IOHATHHOTO
nporpaMmyBaHHs Ta onrtuMmizamii rpagis uepe3 koMmOiHamio JAX i gjomeHHoro kommijastopa XLA

[11], [12], [13], [14], [15],[16].
ITioxo0u 0o opeanuzauii mampuunux onepayiii ma po3e'a3annsa JHIHUX cucmem

Jist o1iHKY e(peKTUBHOCTI pO3B's3aHHs (pyHIaMEHTAIBHHX 3aJ1ad JIHIHHOT anreOpu — 30KpeMa,
MatpuuHOro MHOKeHHs (C = A - B) Ta po3B'si3aHHs CHCTEM JiHIWHUX piBHAHB (A X = b) — KiIio-
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YOBE 3HAYEHHS Ma€ CHoci0 TpaHCIALIT BUCOKOPIBHEBUX IHCTPYKIIM y MalIMHHI KOMaHAU. OCHOBHI
BapiaHTH peani3alii Iboro crnocody TpaHCIALI:

- Knacuunmii mogyne NumPy, sikuii cnimpaetbest Ha ontumizoBani C/Fortran Gibmiorexku niHiii-
Hoi anre6pu (BLAS/LAPACK, Taki sixk OpenBLAS a6o Intel MKL). Jlns maTpuuHux onepariiii ce-
pennboi po3mipHocTi NumPy 3abe3neuye BUCOKY IBUAKICTb 3aBJSKU IEPEIKOMIIAKTHOMY 30eperke-
HHIO JnaHux y mam'sati (C-contiguous) Ta BEKTOPH30BaHUM I1HCTpyKUisM. [IpoTre mpu BHKOHaHHI
CKJIaJHUX TOCIIIIOBHOCTEH MaTpUYHUX MepeTBopeHb NumPy cTBOpPIO€ MPOMI’KHI MAaCUBU y CUCTEM-
Hiii RAM, 1110 BUKJIMKa€e 3HAYHUN OBEPXE]] OTIEPATUBHOI ITaM'sITi.

- Mogyne CuPy, sikuii 3a6e3neuye npaktuano 100% cymicuicts 13 API NumPy, ane nepenocuts
30epexXeHHs TaHUX Ta BUKOHAHHS onepaniil y Bigeonam'site (VRAM) rpadiuyHoro npuckoproBaua.
JU11 MaTpUYHOIO MHOXKEHHS Ta po3B'si3aHHs JTiHIHHUX cucTeM CuPy nenerye o04nciIeHHs BUKINKaM
BucokoontuMizoBanux 6161i0Tek NVIDIA cuBLAS ta cuSOLVER. 3aBasiku TrcsiuaM napaneabHuX
CUDA-saep, CuPy nemonctpye npuckopents y 10-50 pasiB Ha MaTpHISX BEIUKOI PO3MIpPHOCTI
(N = 103), xoua Ha Mamux MaTpulgx nporpac NumPy uepe3 HakjIaqHi BUTpaTH Ha iHiliaTi3aliio
CUDA-koHTekcTy Ta nepenady aanux yepe3 PCle.

- bibmioteka JAX Big Google, sika noennye NumPy-noni6uuii API i3 cucteMoro aBTOMaTHYHOTO
nudepenniroBantsa (Autograd) Ta MoXIuBICTIO KOMOiIHYBatH TpaHcdopMmaiii QyHKIii (jit, vmap,
pmap). JAX neperBoproe koa Python y mpomixkae npeacTaBieHHs jaxpr, 0 J03BOJISiE BUKOHYBATH
YiCcTO (PYHKIIOHAJIbHI MAaTPUYHI NMEPETBOPEHHS 3 aBTOMATHMYHHUM Iapajiesli3MOM 3a BEKTOPHUMHU
OCISIMH.

- JlomenHuii kommissitop aust JiHiiHOT anredpu XLA (Accelerated Linear Algebra), sikuii € 6a3o-
BUM obumcmoBanbHUM pyuriem st JAX ta TensorFlow. Ha Biaminy Big Eager-sukonanns 8 NumPy
yu CuPy, XLA anamizye obuncioBaipHuii rpad miticHo 1 Bukonye kernel fusion (3nurts suep). Le
7103BOJIsIE 00'€THYBATH KiJIbKa MATPUYHUX MIEPETBOPEHH Ta PO3B'SI3aHb CUCTEM Y €MHHUN anapaTHUN
BUKIIMK, MIHIMI3YIOUH 3BEpHEHHS 10 TI00anpHOi mam'sTi sik Ha CPU/GPU, Tak 1 Ha crieriamizoBaHuX
TPU-npuckoproBauax.

Mexanizmu npuckopennsn na é6azamosnoepnux CPU ma GPU

EdexTuBHICTS NapasenizMy CyTTEBO BiAPI3ZHAETHCS 3aJIEXKHO BiJ] 00paHOTO arapaTHOro 3abe3re-
YEHHS:

1. ITpuckopenns B NumPy 3 Bukopucranusam Oaratosaepuux CPU nocsiraeThbes 3a paxyHoOk Oa-
raTopiBHeBOro napanenizmy. Ha piBHi okpemoro sijipa BUKOpUCTOBYIOTbCs SIMD-BeKTOpHI iHCTpYK-
ii (AVX-2, AVX-512), sixi 103BOJIAIOTH BUKOHYBATH OTIepallii HaJ KiIIbKOMa YMCIIaMH 3 TJIABAF0YOI0
Kparkor 3a oJuH TakT. Ha piBHI O6aratbox siaep mapaiienizm 3a0e3nedyeThesi 0araTomoTOKOBUMH
peamizamissmu OpenBLAS un Intel MKL (uepe3 OpenMP/pthreads), o no3Bossie eeKTUBHO MacIl-
tabyBaTu LU-nexoMmno3uitito uu po3kiaj XoJebKoro.

2. llpuckopennst B CuPy, JAX ta XLA 3 BUKOpUCTaHHSAM TrpadiyHUX MPHCKOPIOBAUiB
(GPU)b6azyetbcst Ha MacuBHO-mapanenbHiii apxitektypi SIMT (Single Instruction, Multiple
Threads). MatpuuHi onepartii po30MBarOTbCS Ha THCSYl HE3aJeKHUX MOTOKIB. BukopucTtanus cre-
nianizoBanux TeH3opHUX saep (Tensor Cores) y cydacHux GPU no3Bosisie BUKOHYBaTH MaTpU4HE
MHOXEHHA Ta ofaBanHs (D = A - B + () anapaTHO 3a 0JJMH poOouunii UK, 3a0e31edyodn Tepa-
(oTICHI piBHI O0YHCITIOBATBEHOT MOTYKHOCTI.

Bapianmu peanizayii napanensnHux KeamepHiOHHUX 00YUCIEHD

3 TOSIBOIO TETEPOreHHUX OOYHUCITIOBAIILHUX TIATGOPM HAYKOBI JOCIHIIKEHHS PO3IUIHIINCS 32
BETOpPaMM BUKOPUCTAHHS KOHKPETHHUX MPOTPAMHHX CTEKIB I CTBOPEHHS KBATEPHIOHHUX CTPYKTYD
TAHUX.

[Neprmii HaripsiM 6a3y€ThCs Ha BEKTOpH30BaHUX MacuBax NumPy ndarrays i3 BUiIeHHsIM ocTa-
HHBOT OCi IiJ] YOTHPH KOMIOHEHTH KBaTepHioHa [17]. Taki CTpyKTypH IEMOHCTPYIOTH HaWBHILY
HIBUAKICTH OOYHCIICHB MOCIIITOBHUX JIIHIHHUX CHCTEM MaJIOT0 Ta CEPEeTHBOTO PO3MIPY Ha IIEHTPab-
Hux nporecopax (CPU) 3a paxyHOK psIMOTO JIOCTYITy 10 HU3bKOpiBHeBUX C-iHTepdeiicis. [IpoTe,
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K 3a3Ha4aoTh po3pobHuku ekocuctemu TensorFlow [18], NumPy [13] moBHicTiO mo30aBiacHMI
MO>KJIMBOCTEH aBTOMAaTHYHOTO TU(EPEHIIIOBAaHHS Ta JUHAMIYHOTO po3napaieitoBaHHs rpadis Ha
tucsyi aaep GPU, mo poOuTh oro HeENMpuUAATHUM AJIs 337a4 TIMO0KOTO TiMEePKOMILIEKCHOTO HaB-
YaHHSL.

Jliist mepeHeceHHsT O0YHCIIeHb Ha CIeIialli3oBaHi MpHUCcKoproBadi kopropaiist Google npencra-
suia moayib TensorFlow Graphics (tfg.geometry) [19]. Horo minxin 6a3yeTscest Ha moGyioBi craTiy-
HUX OOYHMCITIOBAIILHUX TpadiB, /¢ KBAaTCPHIOHU MPEACTaBJICHI CTAaHIAPTHHUMH TEH30paMu. 3a 3a-
moBuyBanHsM TFG BukopucToBye KaHOHIuHUA hopmaT [qo, G4, G2, g3], e ckamspHa yacTuHA e
MIEPUIOKO.

Monyas TFG MicTUTh BUCOKOONITUMI30BaH1 QYHKLIT 17151 6a30BUX MaHIMy sALii: 100yTok ['ami-
apToHa (multiply), OOYMCICEHHS CHOPSOKEHMX KBATEPHIOHIB (conjugate), 3HAXOKEHHS HOPMH
(normalize), a Tako MpsiMe NEPETBOPEHHS KBATEPHIOHIB Yy MaTpHUIIl MOBOPOTY (to_rotation matrix)
Ta Kytu Elnepa.

[TepeBaroro TFG € naruBHa miaTpumka XLA (Accelerated Linear Algebra) kommimsii. Jocmi-
JDKEHHS MiTBEPUKYIOTh, 0 pu aktuBaiii XLA komminstop [14] 3aaTHuii BAKOHYBATH II100ATbHY
ontuMizanito rpaga — kernel fusion (3nmutts simep), 00'enHYOYH TOMOMIKHI IHCTPYKIi pO30OUTTS
teH3opiB (tf.split) Ta ix konkaTeHarii (tf.concat) B eauni anapatHi onepaiii. Lle 703Bosie TeH30pHUM
nporecopaM (TPU) nemoHCcTpyBaTH €KCTpeMallbHY IMIBHIKICTH OOYMCIICHb HA HAJBEIUKHUX IMaKeTax
JIAHKX, TIOBHICTIO HIBEJIIOIOYM HAaKJIaAHI BUTpaTH nam'sti. [Ipore cratuuna npupoaa rpagis TFG Bu-
Marae >KopcTKoi (ikcarii po3MipHOCcTel 6aT4iB, 1110 OOMEXKY€ THYUKICTh PO3POOKH.

Monynbs TFG nosBosisie eheKTHBHO BUPIITyBAaTH T€OMETPUYHI CUCTEMH JIIHIMHUX PIBHSIHB (HAII-
PHKIIaJ, 33/1a4y aOCOIIOTHOTO OpieHTYBaHHs a00 iHTeprnosLito Tpaekropiid yepe3 SLERP), ockinbku
BCi omeparlii € HaTUBHO MU(EPEHIIOBAaHUMHU Ta ONTUMI30BaHUMU JJISl JIHIHHOTO anredpaiyHOro
pyuris TensorFlow.

AJnbTepHaTUBHE pillieHHs — 1ie akeT tfquaternion — 11e CTOPOHHE, ajie IIM00KO IHTErPOBAHE PO3-
IIMPESHHS, CTBOPEHE CIEIIaIbHO [T TOTO, 00 HAOIU3UTH PoOOTY 3 kBatepHioHamu y TensorFlow o
HaTUBHOTO cTUIt0 NumPy.

[leit makeT BBOAWTH CIemialli3oBaHui Kiac-o0ropTKy QuaternionTensor. e mo3Bomnsie abetpa-
T'YBaTHCS BiJl MaHIMyJIAIIH 3 iHIEKCAMH JIHCHUX TEH30piB.

['onoBHa nepeBara tfquaternion — nepeBU3HAYEHHS CTAaHAAPTHUX MaTeMaTHYHUX ONEepaToOpiB.
3nak * mix nqBoMma o0'ektamu QuaternionTensor aBToMaTHYHO BUKOHYE n00yTOK ["aMibTOHA, a HE
MIOEJIEMEHTHE MHOXKEHHSI, 1110 3HAYHO MiABHIY€E YUTAOCIBHICTh KOy TIPU OMHCI CKJIAIHUX KBaTEep-
HIOHHUX HIapiB pO3Mi3HABaHHA.

OCKUIBKH TTaKeT € BUCOKOPIBHEBOIO OOTOPTKOIO, BIH MOXE CTBOPIOBATH J0/aTKoBUi overhead
npu moOya0B1 cTaTnuHUX oOumncioBaibHUX rpadiB y TensorFlow 2.x, sikiio He BUKOPUCTOBYBATH
nexopartop @tf.function.

Ille ogHe anmpTepHATUBHE PIllIEHHS 3alponoHyBaita kommadis Meta Al y Burmisiai 6i6mioTexu
PyTorch3D, sika ¢oxycyeTbcsi Ha poOOTI 3 KBATEPHIOHHUMU ITPOCTOPOBUMH TpaHCHOpMalisiMU de-
pe3 nuHamiuHi rpadu PyTorch [20]. PyTorch3D omunae ooMexxenns MmoBu Python nuisixom Hammca-
HHS HaTUBHUX HU3bKOpiBHEBUX CUDA C++ sinep anst 6e3mocepeIHOro BUKOHAHHS A00YyTKY ["ami-
abToHa Ha GPU. Lle 103BoJIsi€ MOBHICTIO YCYHYTH IPOOJIEMY CTBOPEHHS TUCAY TPOMIKHUX BIpTyallb-
HUX TEH30PiB y Bijgeonam'sTi, poonsun PyTorch3D abcomoTHUM J1iiepoM 3a HIBUAKICTIO 00YHCIIEHb
Ha GPU apxitektypax. IIpore, Kk MOKa3ylOTh OCTaHHI JOCIIJKEHHS 1HTETpallii reTeporeHHUX CUc-
TeM, TepeHeceHHs oouncmoBaabHuX KoHBeepiB PyTorch3D Ha apxitexktypy Google TPU 3anmumae-
THCSl BKpai CKJIaJIHUM TIPOIECOM Yepe3 HeCTaOUIbHICTh 1 BUCOKY JIATEHTHICTh NPOIIapKy torch xla.

Jlis o0y 10BM MOBHOIIIHHUX TinepKoMIuieKcHUX HeliponHux Mepex (QCNN, Q-LSTM) B exo-
cuctemi PyTorch yacTo BUKOPHUCTOBYIOThCS CrielianizoBaHi gociiaauibki makeru [10], [21].

3amicTh TPOCTOI MAaTeMaTHKW IIOBOPOTIB, Il TAKETH TMPOMOHYIOTh TOTOBI KJacu
QuaternionLinear ta QuaternionConv2D. Bonu HaTUBHO MiATPUMYIOTh AiiCHE MaTpUYHE MIPECTaB-
nenns (Real Matrix Representation) po3mipHicTio 4 X 4, 1m0 103BOJIsI€ OOYMCITIOBATH 3TOPTKH 0€3
SIBHOTO pO30UTTSI TEH30PIB Ha KOXKHIM €10CI HaBUaHHS.
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[TakeT BUKOpHCTOBYE MOAN(DIKOBAaHUH IBUTYH Autograd, 1110 KOPEKTHO pO3paxoBy€e KBaTEPHIO-
HHI T'PaJI€EHTH MiJ] Yac 3BOPOTHOTO MOIIUPEHHS TOMUIKHU, MIHIMI3yIOUM HaKJIaJH1 BUTPATH MaM'sTi.

Hegupiweni 3a60auns ma 6eKmMop nOMoO4H020 00CHIONCEHHA

CucTteMHu# oI HaAyKOBOI JIITEPAaTypH CBIIYMTD, 1110 MONPHU ITTUOOKE OIMPALIOBAHHSA OKPEMHUX
€JICMEHTIB KBaTEPHIOHHOT MaTeMAaTHKH Ta HASBHICTH 130IbOBAaHUX MAKETIB, y HAYKOBIM CHUIHHOTI
ICHY€E cepiio3Ha mporairHa. BiicyTHI KOMIUIEKCHI TTOPIBHSIIBHI TOCHIIKEHHS, SIK1 O HaJaBajly 4iTKI
KUTBKICHI METPUKU €(EeKTUBHOCTI MapajelibHUX OOYHUCIEHb IpPU ONEpPYBaHHI KBAaTEpPHIOHAMM Ha
TPHOX KIIOUOoBHX anapaTHux miatdgopmax (CPU, GPU, TPU) ogrouacHo.

binpuricTs HassBHUX poOIT MOPIBHIOIOTH HMIBUAKICTH MOJENEH CyTO B MeXax OJHOro ¢peim-
BOpKY, irHopyroun BruB XL A-komminsiii Ha TPU a6o varuBanx CUDA-snep Ha GPU Ha dinanbHy
JATEHTHICTh CUCTEM PO3Mi3HaBaHHS KOJbOPOBHX 300paKeHb uu perpecii. Po3poOHuKM 3My1ieH1 00u-
paTtu mporpaMHO-anapaTHH CTEK eMIIPUYHO, IO YacTO MPHU3BOIUTH A0 APXITEKTYPHHUX ITOMHIIOK,
ko ontumizoBana Ha CPU NumPy-mo/ens NOBHICTIO BTpayae Mpane3JaTHiCTh Ta HBUAKICTh U
cnpoOi 11 macmradyBanns Ha GPU/TPU knactepu.

JlaHa cTaTTs NOKIMKaHA 3aTI0OBHUTH I BaKyyM IUISTXOM PO3POOKH €IMHOTO HACKPI3ZHOTO TPOT-
paMHOTO 1HCTpyMEHTapito OeHUMapKiHry Ta ¢popmaizalii KpuTepiiB BHOOPY ONTUMAIBHOTO 00YHC-
JIOBAJIBHOTO CTEKY 3aJIeKHO BiJl pO3MIPHOCTI IaHUX 1 crienudiky anapaTHUX MPUCKOPIOBAYiB.

Mema i 3a0aui docnidrcennsa

MeTo10 1aHOi CTaTTi € MPOBEICHHS CUCTEMHOIO OPIBHAIBHOTO aHaJi3y €()eKTUBHOCTI Mapale-
JHHUX 00YMCIICHB TPU BUKOHAHHI MAaHIMYJIAIINA 3 KBATEPHIOHAMH Ta BUPILIEHH1 JIIHIHHUX MAaTPUUHUX
cUcTeM Ha pi3Hux anapatHux mwiardgopmax (CPU, GPU, TPU) 3 BUkopucTaHHSM Cy4acHHUX IIPOrpam-
nux ctekiB (NumPy, TensorFlow, PyTorch).

O0'exTOM AOCIIKEHHS € IIpoliec apaieIbHUX 0OUMCIIEHb HaJl KBATEPHIOHHUMHU CTPYKTYpaMu
nanux. [IpenMerom MOCHIKEHHS € 3aJI€KHICTh MPOAYKTHBHOCTI (4acy BHUKOHAHHS, MPOIYCKHOI
3IATHOCTI Ta KoedimieHTa MPUCKOPEHHS) onepalliii MHOXEHHsI KBaTEpHIOHIB 1 PO3B's3aHHS KBaTep-
HIOHHUX JIHIHHUX CHUCTEM BiJ 0OpaHOi BHYTPIIIHBOI CTPYKTYpH JaHuMX (ndarray numpy, T€H30p
TensorFlow, napa xommiaekcHUX uuces, Ol04He AIHCHE BKJIAJECHHS TOIIO) Ta TUITY OOYHMCIIIOBAIb-
HOTO MIPUCTPOIO, Ha IKOMY BHKOHY€eThCst oouncnenns (CPU, GPU, TPU).

Jlis focsiTHeHHsI MOCTaBICHOT METH Y pOOOTI BUPIIIYIOThCS TaKi 3aBAaHHS:

1. [IpoaHami3zyBaTH TEOPETHUYHI OCHOBH MAaHIMYJIAIINA 3 KBaTepHIOHaMH Ta (popMmaiizyBaTu me-
TOJM PO3B'sI3aHHS JIIHIMHUX MaTPUIHUX CHUCTEM uepe3 OJI0UH1 AIMCHI TTPEICTaBICHHS.

2. ocnigutu 0coOIMBOCTI CTBOPEHHS Ta apXITEKTYPHI BIIMIHHOCTI KBaTEPHIOHHUX CTPYKTYP
naHux Ha 0asi macuBiB NUmMPy, tensopiB TensorFlow (Bkiarouarouwm cremianizoBaHi MOy
tfg.geometry Ta tfquaternion) Ta pimens B ekocuctemi PyTorch.

3. Po3poOuTH mporpaMHi iHCTPYMEHTH O€HUMAPKIHTY JJIS1 3aMipy YHCTOI IBUAKOCTI O0UHCIICHb
n00yTKy ["amMisibTOHA Ta MAaTPUUHUX OIEpaLiif Ha PI3HUX anapaTHUX MPUCKOPIOBayaXx.

4. Ominut  KOoedIIEHTH po3MapajeoBaHHs Ta JOCHITUTH e(ekT 3acTtocyBaHH XLA
(Accelerated Linear Algebra) xomminsii mpu ontumizaiii rpadiB 004YKCIIeHh HA TEH30PHUX MTPOIIE-
copax (TPU).

5. Hajatn npakTiuHi peKoMeHaalil 111010 BUOOPY MPOrpaMHO-aapaTHOIO CTEKY 3aJI€KHO BiJl
PO3MIPHOCTI, TUITY 3a/1a4i (perpecis, kinacudikaiisi) Ta 00OMeXeHb Ha JTATEHTHICTh O0YHCITIOBATEHUX
CHCTEM.

Pezynomamu 0ocnidscenusn
Memoouxka oocnidiicens
JUJis KOMIJIEKCHOTO OLIIHIOBAaHHS €(EKTHBHOCTI MapajesibHUX OOYHMCICHb y TINepKOMILIEKC-
HOMY TIPOCTOP1 po3po0IeHO HACKPI3ZHY METOIOJIOTI0 eKCTIEpUMEHTAIBHUX TOCIIKeHb. BoHa oxom-
JIFO€ TIPOIIECH alITOPUTMIYHOT TeHeparlii cTabiIbHUX KBaTEpHIOHHUX MAcHBIB, YHi(iKOBaHy peaisa-
1ito 0a30BUX anreOpaidyHUX omepalliid, JeKOMIIO3UIIIIO JiHIMHUX CHUCTEM JJS 3aBJlaHb MAaIIMHHOTO
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HaBYaHHsI, a TAKOXK apXITEKTYPHY IHTETPAIlIO CIIeIiali30BaHUX MAKETIB Ha PI3HUX THUIAX O0YHUCITIO-
BanbHUX npuckoproBadis (CPU, GPU, TPU).

Anzopummu zenepayii ma Hopmanizayii K6AMEPHIOHHUX MACUBIE

Mamninynsauii 3 KBaTepHioHaMH Y 3a1adax 3D-perpecii Ta KOMI'TOTEpHOT0 30py BUMAraloTh reHe-
pamii BUMaJKOBUX a00 OPi€EHTOBAHUX TINMEPKOMIUIEKCHHX MacHBIiB BenuKoi po3mipHOcTi. Ilporec
(opMyBaHHS TeCTOBHUX BUOIPOK peai30BaHO 3a JBOMA CXEMaMMU:

- Cxema A (YucTi KBaTepHIOHU AJIs1 KOJIbOPOBHX 300pakeHb): [ eHepallist MacuBiB, Jie CKaJIipHa
KOMITOHEHTA KOPCTKO (iKCyeTbes HyseM ( gy = 0 ), a ysIBHI KOMIIOHEHTH YTBOPIOKOTH TPUBUMIPHUI
BUIIAJIKOBUM BEKTOD:

Geolor = 0+ X;; + X2j + X3k, X ~ U(O,l) (3)

- Cxema b (OnuHnuH1 KBaTepHIOHM JUJIs1 perpecii opieHTarlii): I'eneparisi KBaTepHiOHIB IPOCTO-
POBOro 0GepTanHs, AKi 000B'A3KOBO MOBMHHI HaJIEKaTH OJMHMYHIi Tinepcdepi S3. Bunaakosi miii-
CHI KOMIIOHEHTH T€HEPYIOTHCS 32 HOPMAJIBLHUM po31oaiioM ["aycca, micist 4oro BAKOHY€EThCS IPUMY -
COBa HOPMaJTi3allis:

q qotqiit gzt Qs

llqll \/q§+qf+q§+q§ (4)

B pamkax MeTomuKu po3po0iieHO KOHBeepU TpaHchopMallii BUXITHUX JaHUX MiJ crerudiky
KoxHOTro (peiiMBopky: BekTopusamiss B NUMPY 3a crpykryporo (N, 4), dhopMmyBaHHS TEH30piB
TensorFlow y ¢opmari ckansp-niepiunii [w, X, y, z] Ta MmacusiB PyTorch y ¢popmarti ckansp-octanHiit
[X,y, z, w].

qrot =

Vuigixayis mamemamuunux onepayiti ma o6uucirosaivhi epagu

ExcniepuMmenTanbHe MOPIBHSAHHS LIIBUAKOCTI BUKOHAHHS MAaT€MaTUYHMX MaHIMyJALINA 30cepe-
JDKeHO Ha oneparlii 100yTky ['aminbrona (), sk HalOUIBII 00YHCITIOBAIBHO HAAMIpHiM. MeToanka
nependayvae NOPIBHSAIBHUI 3aMip yacy Ui TPbOX MiJIXO/1B 0 MPOEKTyBaHHS TpadiB:

1. HuzbkopiBHeBe pyuHe po3outts (Base Tensors): MaremaTnyHuii BUpa3 po3MHUCYETHCS Yepe3
16 nilicHUX JIHIHHUX MHOXEHb 13 mpuUMycoBUM po30uTTsM (tf.split/torch.unbind) Ta ¢inansHuM
ckneroBanHsM (tf.concat/torch.stack) oceii.

2. BucokopiBHeBi abcTpakiii o0roptok (tfquaternion): O6uncIeHHS BAKOHYIOThCS Yepe3 KacTo-
MHI KJIacH, Jie onepaTopu MaTeMaTUYHOI B3a€MO/1ii epeBU3HAUEH] Ha PiBHI IHTEpIIpeTaTopa.

3. CrenianizoBaHi reomeTpuuHi sapa (tfg.geometry, pytorch3d.transforms): MuoxxeHHs aene-
T'YETHCSI ONTHMI30BaHUM (YHKIIISIM TIAKETIB, K1 IHTETPYIOTh JIIHIHHI IEpEeTBOPEHHS 0e3MmocepeIHbO
y BHyTpimHi ckomminboBaHi C++/CUDA 6i6mioteku ¢hpeiiMBOpKiB.

Mooenweanna 3a0a4 MAWUHHOZ0 HAGYAHHA MA BUPIUIEHHA MAMPUYHUX CUCHEM

Mertoarka 1ociiKeHHs perpeciiHuxX Ta kiacu}ikamiifHuX 3aa4 MallIMHHOTO HaBYaHHS 0a3ye-
THCSl Ha MOOY/IOB1 Ta ONTHMI3aIlil IBOX THITIB OOUNCITIOBATBHUX apXITEKTYP:

A. 3anaua JiHiiiHoi perpecii Ta po3B's3anHs cucrteMm AX = Db

Jliis oGuuciieHHs mapaMeTpiB perpecii BUKOPUCTOBYETHCS METOJI IIHCHOTO MaTPUYHOTO Tpe-
craBneHHs. KBaTepHioHHa MaTpuis KoedilieHTiB A TpaHC(HOPMYEThCS y AIHCHY OJ0YHY MATPUIO
Y(A) posmipuicTio 4M X 4N. TectyBaHHS €(EKTHBHOCTI MapajeIbHOTO PO3B'SI3aHHS TaKOi CHC-
TEMH 3JIIHCHIOETHCS Yepe3 MOPIBHAHHS poOOTH:

- TlocnimoBHux ta 6aratonorokoBux CPU-consepis miniliHO1 anredpu LAPACK/scipy.linalg.

- Irepauiiinux MeToAiB rpagienTHoro cinycky Ha GPU npuckoproBauax, peaiai3oBaHUX yepes
onTUMIi3aTOpH GPEHMBOPKIB IITMOOKOTO HABYAHHS.

b. 3agaua inTenexkTyajapbHOI Kiaacudikamii

Jocnimkenns knacudikaiii KOJ»0poBUX 300pakeHb OyJI0 BUKOHAHO JUIS JIBOX HAOOPIB JaHUX
— cifar10 [22] i ham10000 [23], [24].

Hatacer CIFAR-10 ckiagaetbes 3 60 000 konbopoBUX 300paxkeHb po3mipom 32 X 32 miKceliB,
poszainenux Ha 10 kiacis.
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Iaracer HAM10000 («Human Against Machine with 10000 training images») — e oauH i3
HaMBIJOMIIIKMX Ta HANMOIMyJSPHIMIMX BIAKPUTHUX JIATACETIB JE€PMATOCKONIYHHMX 300pa)KeHb, SKHUM
BUKOPHUCTOBYETHCS Ul pO3pOOKH Ta OeHuMapkiHry mozeneil rmuookoro HaByaHHs (CNN, QCNN,
Vision Transformers) y 3aga4i MeIM4HOI JIarHOCTUKYU paky wkipu. Jlaracet mictuth 10015 nepma-
TOCKOIIYHUX 300pa’keHb BUCOKOI po3aAuIbHOI 3AaTHOCTI (450 X 600 mikceuiB), siki po30uTo Ha 7
OCHOBHUX KaTeropii AepMaTOJOTIYHUX ypaXKeHb LIKIPH.

Knacudgikamuis BUKOHyBajach B ABOX BapiaHTax:

1. 3a nonomoroto crangaptHoi CNN, sika 00po0uisie komipHi kanamu (R, G, B) sik 3 okpeMi MaT-
puLi yepe3 AilicHO3HAYHI QUIBTPH.

2. 3a noromororo kBatepHioHHOI QCNN, sika koye koxen RGB-mikcenp y uncTuii KBaTepHiOH
13 HyJIbOBOIO CKaJIApHOIO yacTtuHow: ¢ = 0 + Ri + Gj + Bk. B npomy Bunaaky 3ropTka 3aiiCHIOE-
THCS 3a JOMOMOror A00yTKy ["aminbeToHa (), 1m0 H03BOJIsE 00po0IsaTH RGB-BeKTOp K IiTICHMIA
KOJIIpHHIA 00'€KT.

Peanizaris QCNN Mana J0CHTh BUCOKY MapaMeTpiuHy €(eKTHBHICTh 3aBISKH BIACTHBOCTIM
anrebpu ['amMinbTOHA, KOJIM KOMIIOHEHTH Bar (W,., w;, w;, W) IUTSTHCS Mik 4 KOMIIOHEHTaMU BUXOTY.
Ie 3abe3neunsio 3HaYHEe CKOPOUEHHS KIJIbKOCTI BarOBUX MapaMeTpiB 3rOPTKOBHUX LIAPIB MOPIBHAHO
31 3suyaitHoro CNN. Bukopucrana kBaTepHiOHHA MOJI€NIb BUBUYaIa MPOCTOPOBO-KOJIIPHI CIIBB1IHO-
LIeHHS MiXK R, G, B xaHajaMu 0JHOYACHO, a He 130JIb0BaHO.

s CTBOPEHHS KBaTEpHIOHIB Oyno BUKOPHCTAaHO MOZYJIb
tfg.geometry.transformation.quaternion 3 makery TensorFlow Graphics (TFG). Bianosiano a0 cne-
mudikanii TFG, KkBaTepHiOH MPEACTaBIEHO Y BUIISAAI BeKTOopa 3 4 eneMeHTiB [w, x,y,z], e w —
CKaJIIpHa YacTUHA (337a€ThCs HYJSIMH), a X, Y, Z — BEKTOPHI KOMIIOHEHTH KaHailiB R, G, B. Po3mip
300pakeHHs1 OyB cTBOpeHUH 3MiHHUM (32, 64, 128, 256 abo 512 mikceniB 4epe3 KOHCTaHTY
IMG_SIZE).

Hns nabopy nanux HAM10000 B X011 TOCHIIPKEHHS BUKOHYBAJIACs MOMEPEIHs 3MiHa PO3MIPY
300pakeHHs 110 BkazaHoro Bume IMG_SIZE.

0062060penns pe3yrbmamis 00UUCIIOBATILHO20 eKCHEPUMEHNTY

[TpoBeeHHs TOPIBHSUILHOTO aHAI3y MPOJAYKTUBHOCTI TIMEPKOMIUIEKCHUX OOYUCIICHh BUMAra€e
ypaxyBaHHs crienu(iky anapatHoi KoH(pirypamii 00UnCIIIOBaIFHOTO CEPEIOBHUIIA, APXITEKTYpH Ta-
M'SIT1, @ TAKOXK TIPOTPAMHUX OCOOJIMBOCTEH peaizallii BEKTOPHUX OIepalliii y po3riasHyTHX 010ioTe-
kax. ExcrepuMeHTanpHI JOCTI/DKEHHS MPOBOMWIMCA B XMapHid iHpacTtpykrypi Google
Colaboratory (3araapHOIOCTyITHa OE3KOIITOBHA BEPCisl) 3 METOI 3a0€3MEeUCHHs BiITBOPIOBAHOCTI
pe3yIbTaTiB Ta OI[IHKU €()eKTUBHOCTI PO3rOPTAHHS MOEIECH Ha CTAaHAAPTHUX PECYPCax.

Xapaxkmepucmuxa ma anapamua mononocisa cepedosuwja Google Colab

3aranpHOo0cTynHA Bepcis Google Colab Hamae nuHaMivyHO BUUTIOBAHI BIpTyalbHI MalTMHU Ha
6a3i xonTeitHepu3anii Docker/KVM, amapatauii mpodisib SKUX CYTTEBO 3MIHIOETHCS 3aJI€KHO Bif
oOpaHoro TUTY cepeoBuIla BUkoHaHHs (Runtime):

1. Pexxum CPU (Standard Runtime): loctymuo 2 Bipryansaux CPU, siki € qBOMa moTOKamMu
(Hyper-Threading) oaroro ¢izuunoro siipa, cuctemua nam'sth (RAM) ~12.7 I'B, [Tiatpumka AVX-
512, AVX2, FMA3, mo 3a0e3mneuye anapaTHy BEKTOPH30BaHy 0OpOOKY JIHCHUX MAacHBIB y HU3bKO-
piBaeBuX 0i0mi0oTeKax BLAS/LAPACK (OpenBLAS a6o Intel MKL).

2. Pexxum GPU (T4 Accelerator Runtime) 3 BHKOpPUCTaHHSM TpadiyHOrO MPHCKOPIOBaYa
NVIDIA Tensor Core T4 (apxitekrypa Turing; 2560 sinep CUDA Tta 320 TeH30pHUX sjep),
npubmmsno 15.1 I'b Bineomam’situ GDDR6 13 mponyckroro 3aatHicTio 320 ['B/c, mpu minkimovdeHHi
GPU cucrema Bupinsie 2 BipryansHux CPU ta ~12.7 I'b cucremnoi RAM nns oprasxizanii xoct-
porecy.

3. Pexxum TPU 3 Buxopucranusm Google TPU (1 mmara TPU mictuTh 4 IBOSAEPHI YMIIH,
3arasioM 8§ OOYHCIIOBATBHUX sizep). KoxHe sapo OCHAmIeHO IBOMa MATPUYHUMH MOIYJISIMH
MHOKEHHS, 3JaTHUMH BUKOHYBaTH 128%128 matpuunux omnepariiii y popmarti bfloatl6 3a takr, 8 I'b
High Bandwidth Memory Ha koxHe sipo (3araiom 64 I'b Ha By3011).
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Ananiz wmeuokocmi oouucnennsn 000ymky 'aminomona (W @ X)

ExcniepumeHTanbHi BUMIPIOBaHHS Yacy BUKOHAHHS MaCOBOTO MHOXEHHS [ 'aminbToHa /111 BUOi-
pok posmipricTio N € [102,103,10%, 105, 10°] BusBunn KapAMHANBHY Pi3HUIIO MiXK iHTEPIPETOBA-
HUMH 00ropTkamu, Bektopu3oBanumMu CPU-nakeramu ta mapanensanmu GPU/TPU xonBeepamu.

A. IloBeninka makertiB, siki 0a3yl0ThbCsl HA CTPYKTYpax numpy.ndarray i nepeadadyamTb
0o0uHCIeHHA nepeBakKHO HA CPU (numpy-quaternion, pyquaternion,
scipy.spatial.transform.Rotation)

- [TakeT pyquaternion mpoAeMOHCTPYBaB HaWHIKYY NMPOJYKTHUBHICTH CEPEl] YCIX TECTOBAHMX
pimens. OCKIIBKH MAKeT peajizye KBaTepHIOH K cKasipHuil 00'exT Python i He Hanae BekTopu3oBa-
HOI1 omeparlii HaJ MaCUBaMH, MHOXKEHHSI BUOIpKH BUMarae siBHOro nmukiay Python (for a6o list comp-
rehension). Hakiagui BuTpaTH iHTEpIIpeTaTOpa NPU3BOISATH 0 EKCIIOHCHIITHOTO 3pOCTaHHS JTaTCHT-
HocTi (uac BukoHaHHs it N = 10° nepesurye 8.5 cekyHn).

- [TakeT numpy-quaternion ontumizye oneparii HaJ mam'sITTIO 3aBISIKK peattizanii HaTuBHOro C-
Tuny nanux np.quaternion yepes C-API NumPy. [lnsa manux 06’ektiB 3 N < 103 Bin 3a6e3neuuns
MiHIMaIbHY 3aTpUMKY (O01u3bK0 0.15 MC) 3a paXyHOK BiJICYTHOCTI HAaKJIaJHUX BUTPAT HA TIEpeaavy
JaHUX MiX XOCTOM i mpuckopoBadeM. IIpore mpu N = 10° oGuucneHns ycymeped BEKTOPHU3aIlil
Oymnu oOMesxeH1 MpoayKTUBHICTIO 2 BipTyanbHux CPU Ta BiZICYyTHICTIO aBTOMAaTHYHOTO TTApaei3My
Ha piBHI noTokiB OpenMP, 3ynunsitounich Ha no3Hauui ~0.38 cekyHIu.

- ITaket scipy.spatial.transform.Rotation, opieHTOBaHUI1 Ha TeOMETPUYHI NEPETBOPEHHS, HOTO
BHYTPIIIHS peaii3allist ciupaeThest Ha aiiicHi C-macuBH, 3a0€31e4nB cTabiIbHY pOOOTY, OJJHAK TTOC-
TYNHBCS nUMpy-quaternion 3a NPOAYKTUBHICTIO Yepe3 HaK/Ia/IHI BUTPATH HA IEPEBIPKY OPTOrOHANb-
HOCTIi Ta CUCTEMHY KOHBEpTaIito Gopm.

b. IloBeninka nakeriB, siki 0a3yl0ThCA Ha CTPYKTYpAax tensors i nepeadayarTsb odUncJie-
uust Ha GPU (CuPy, tfquaternion, tfg.geometry)

- TIpu Manux posmiproctax (N < 103%) sukonanns na GPU (CuPy, tfg.geometry) mpomeMoHCT-
pyBaB Oinbinii yac BukoHaHHs, HiK Ha CPU. Ile mosicHroeTbes ininiamizamieto kourekety CUDA,
BUKJIMKOM JpaiiBepa Ta nepeHocoM TeH30piB i3 cucteMHoi RAM y VRAM uepes muny PCle.

-Tlpu nocsrrenni posmipnocti N = 10° nepeara GPU crana ayxe momiTHow. 2560 suep
CUDA mpuckoproBaua NVIDIA T4 3a0e3neunnu napaneibHe BUKOHAHHS [ aMiTbTOHOBHX KOMOiHA-
I 17151 BCIX €JIEMEHTIB MacuBy ojHouacHO. Halikpamuit pesynbpraTt cepen GPU-610moTek mokazas
naket CuPy (~1.2 mc 111 N = 10°). TIpsma BekTOpH30BaHa peatizallis cKaaspHux 1o0yTkis y CuPy
MiHIMi3ye ajokailii TumuacoBoi mam'sti. [Taketu tfg.geometry (TensorFlow Graphics) Ta tfquaternion
HPOIEMOHCTPYBAIM BUCOKY MPOAYKTHBHICTh (~4.8 Mc 11 N = 10°). BukopucranHs BHYTPilIHIX
¢ynkuiii TensorFlow no3Bomsie OymyBatu rpad oouncnens. Ipu aktusanii XLA (Accelerated Linear
Algebra) na TPU a6o GPU, xomminarop Bukonye kernel fusion — o6'ennye omeparii tf.split Ta
tf.concat y equnuii anapaTHUN BUKJIMK, 1110 BUKIIIOYA€E JJOJATKOBI 3BEpHEHHS JI0 IN100aIbHOT aM'aTi
VRAM/HBM.

3BeseH1 pe3ybTaTi 00YMCIICHb JoOYTKY ['aMiJIbTOHA B 3aJIE)KHOCTI Bl pO3MIPHOCTI KBaTEPHIO-
HiB HaBeseHO y Tabm. 1 ta Ha puc. 1.

Taomums 1

Yac po3paxyHky 100yTky I'aminibToHa
Po3- Yac po3paxyHKy,C
Mip- [Taketu, pozpaxoBani Ha poboTy 3 CPU [TakeTn, po3paxoBani Ha poboty 3 GPU
HICTB numpy- pyquaternion | scipy.spatial. | CuPy tfquaternion | tfg.geometry
N quaternion Rotation (Hamilton)
100 0.000006 0.002980 0.000141 0.001347 0.003107 0.002914
1000 0.000015 0.013507 0.001319 0.000610 0.002368 0.002574
10000 | 0.000087 0.141290 0.012854 0.000676 0.005216 0.002661
100000 | 0.000664 NaN 0.119156 0.000997 0.004083 0.003066
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100 _e OByucneHHs Ha CPU
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KinbkicTe kBaTepHioHiB (N)

Puc. 1. ITopiBHSIHHS IIBHAKOCTi 064ncaeHHs 100yTKY ['amMisibTOHa B 3a/1e5KHOCTI Bil po3MipHOCTi 06’ €KTY

Ananiz egpekmusnocmi po3e'azanns niniinux keamepuionnux cucmem (Ax = b)

Po3B's3aHHS TiHIMHUX CUCTEM KBaJpaTHUX KBATEPHIOHHUX MAaTPULb po3MipHicTIo M X M mpo-
BOJWIJIOCS 32 METOJIOM JiiicHOoro Marpu4Horo npezactaBieHHs (Real Matrix Representation). Ilpu
LIOMY [T0YaTKOBA CUCTEMa NEPETBOPIOETHCS Ha JiiCHY OJ04YHY MaTpHULt0 po3MipHicTio 4M X 4N.

OrmiHKa CKJIaJIHOCTI Ta MPOAYKTUBHOCTI COJIBEPIB MIOKAa3ajia HaCTyIIHE:

1. Bci peanizanii, siki 6a3ytorscst Ha NumPy LAPACK (CPU) BUKOPUCTOBYIOTH MiJIIpOrpamy
sgesv 3 610motexku LAPACK. Ha 2 Bipryansuux CPU Intel Xeon o0uucieHHs 3anumaroTbes edek-
TUBHUMH Ut Manux cucteM ( M < 50, miiicna matpuit 200 X 200). OmgHak OCKIIBKH KyOidHa
ckaaaHicTs anroputMy Iaycca/LU-nexomnosunii 0 ((4M)3) = 0(64M3) mBuako 3pocTae, ISl CUc-
temu 3 M = 400 (giticaa matpurst 1600 X 1600) gac po3s's3anns gocsras ~0.18 c.

2. Bci peanizauii Ha 6a3i TenzopiB (CuPy cuSOLVER a6o TensorFlow, BukopuctoBytots GPU)
BUKOPUCTOBYIOTHh oOuncienHss LU-nekommnosuiii uepe3 6i6morexy cuSOLVER Big NVIDIA. Ilpu
oMy Ha Manux Matpuisix (M = 10) GPU nokaszaB 3HauHy 3aTpUMKY Yepe3 BUCOKI HaKJIa/JHi BUT-
patu Ha cuHXpoHi3auito noTokiB Ta BUKINK CUDA-snep. [Ipu 30inbienHi po3mipHocTi 1o M =
400 (1600 x 1600) mapaensHa peamizarnis LU-po3kinany Ha ssapax CUDA po3kpuBae CBiif TOTECH-
mian: CuPy ta TensorFlow po3s's3yBanu cucremy 3a ~8.5 Mc, 3a0e3nedyodn MpUCKOpeHHs y ~21
pa3 mopiBHSHO 3 nBonoTokoBUM CPU.

3BeJieH] pe3yabTaT OOUMCIIeHb PO3B'A3aHH JIIHIHHIX KBaTEpPHIOHHUX cUcTeM AX = b B 3anex-
HOCTI BiJl pO3Mipy MaTpulli CUCTEMH HaBeJEHO y Tabu. 2 i Ha puc. 2.

Tabmuis 2
Yac po3B'sa3aHHA JdiHIIHUX cucTeM AX = b
Po3mipHicTh Yac po3B's3aHHS 3 BAKOPUCTAHHIM MAKETY
CHCTEMH CPU GPU
NumPy (LAPACK) CuPy (cuSOLVER) TensorFlow
1600x1600 0.095138 0.014911 0.014823
200x200 0.000592 0.001224 0.001240
400x400 0.004013 0.003251 0.003265
40x40 0.000158 0.002221 0.000594
800x800 0.021006 0.006297 0.006408
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Puc. 2. Yac po3B’si3anHs JdiHiliHuX cucteM Ax=b (4Mx4M) B 3aJIe:KHOCTI Bil po3MipHOCTH MATpHII

Ananiz eghexkmuenocmi eupiniennsa 3a0ay Kiacugikayii Koaboposux 300parxcens 3 6UKOPUC-
MAaHHA 320pMKOGUX HEUPOHHUX MePeHC

[pu po3s’si3anHi 3aBaanb kiacudikaiii Habopy CIFAR-10 (sxuii BiApi3HAETHCS JOCUTh HU3b-
KOO PO3JUTHHOIO 3MaTHICTIO, 32%32 mikcens) ans 06ox mozaeneit (CNN a6o QCNN) O6yi10 10CsSrHyTO
noka3HuK Accuracy (TouHicTs) Ha piBHI1 ~ 70 — 76 %. [ToGynoBa QCNN npoieMOHCTpyBaa CyT-
TeBy nepeBary B nopiBHsSHHI 3 CNN y KUTbKOCTI apaMeTpiB, aje He OyJI0 JOCATHYTO BiAYYTHOTO
npupocty MeTpuku Accuracy. Ase yac HaBuanHa QCNN Ha Habopi nanux CIFAR-10 momitHo niepe-
BunIyBaB yac HapuaHHs CNN, He3Ba)kKat0uu Ha 3MEHIIEHHS KUTbKOCTI mapaMeTpiB BTpudi. Takum un-
HoM, QCNN 3abe3neunia napaMeTpu4yHy KOMIIPECIIO MOAEII Ta BUILY CTIHKICTb 10 MepeHaBYaHHS,
MpoTe BUMAarae OiTbIIMX OOYHCIIOBATBHUX YaCOBHX BUTpAT NMpu Eager-BUKOHAHHI Yepe3 HakIaaHi
BUTpaTH Ha o0umcieHHs 16 KoMIoHeHTiB J00yTKy ['aminbTOHA Ta MPOMycKHY 31aTHICTE VRAM.

3wmiHa cepenoBuia modymnoBu moxeneit 3 TensorFlow na Torch He mpu3Bena 10 3MEHIIEHHS
yacy HaBuaHHa QCNN. [lpu mocimikeHHI TOHKOTO HaJaroKEHHS MOJIEIl BCTAHOBIIEHO, IO Yac
BIKOHAHHS HABYAHHS 1 TECTYBaHHS MOJIEJ1 CyTTEBO 3MIHIOETHCS B 3aJI€KHOCTI BiJl KOMITUIAIT MOJeNi
1 HaJaroykeHHs poboTH 3 mam’sTTi0. Hezpaxkaroun Ha 3actocyBaHHs koMniusii XLA Ta o0uucieHb
3HmxkeHoi ToyHocti (FP16), sxi mo3Bonunu ckopotutu yac HaBuaHHS QNN y 2 pa3u, 3aJUIIKOBE
3ani3HeHHs nMopiBHAHO 3 CNN NOsSICHIOEThCS HAKJIQAHUMH BUTpaTaMU Ha TPAHCIIALII0 HEKOMYTAaTHUB-
Hoi anredpu uepes 6a30Bi AiiicHi oneparii GppeiimBopky. [logansiie npuckopents QNN moxe OyTu
JOCSTHYTO IUISIXOM TIEpexoay Ha po3poOky crertianizoBannx HaTuBHUX C++/CUDA-saep 3ropTtku
(Custom CUDA Kernels) Ta rpynoBux 3ropTKOBUX OIEpalliii, 10 MiHIMI3y€e TpaH3akLii y r100aabHy
BiJIeOnam'siTh MPUCKOPEHHS.

[Tpuknaa MOpiBHAHHS IMIBUAKOCTI HAaBYaHHS JBOX BapuaHTIB Kiacugikaropa Habopa AaHUX
HAM10000 naBeneno y Tabin. 3. HaBeneHi maHi OTpUMaHO 3a YMOBAaMH NPUBEIEHHS 300pa’KeHb
JaTaceTy 10 po3mipy 256x256.

Sk BuaHO 3 Tabnuii, yac HaBuaHHA QCNN npubnuszHo Ha 30% Oibliie y HOpiBHSAHHI 31 3BUYail-
Hoto CNN, ane oTpuMaHa TOYHICTh Ha 5-6 % Buia. Pe3ynbraT OTpuMaHo 3 BUKOPUCTAHHSAM KOMITi-
nsuii XLA ta o6uuciens 3umxeHoi Tounocti (FP16).

TaOmms 3
KinbkicTh mapamertpis i yac HapuaHHsA Mojei kiaacudikauis nadtopa ranux HAM10000
Mounens KinekicTs Yac HaBYaHHA TecrtoBa TOYHICTE
napaMeTpiB (cex) (Accuracy)
Standard CNN 110663 111.29 0.5020
TensorFlow Graphics QCNN 40967 152.56 0.5352
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[Tpu BigmaromxeHH1 kiacugikaTopa BCTAHOBIEHO, 110 MpU poOOTi 3 BUCOKOIO PO3ILIBHOIO 31aT-
HiCcTIO (256 X 2561 6in1b111) ynTanHs GaiiIiB 3 IUCKA MOXKE CTaTH TOJIOBHUM TaJIbMOM, TOMY JIJISI 3a-
BaHTa)XCHHsI 300pa’keHb AaTaceTy OyJio 3a/11sIHO aCHHXPOHHUN KOHBEED 3 KelryBaHHsIM B RAM.

Bucnoeku ma nepcnekmueu nooanvuiux 00caioxzcens

VY cTaTTi BUPIILIEHO aKTyallbHy HAYKOBO-TIPAaKTUYHY MPOOJIeMy OLIHKH Ta MiIBUILIEHHS e()eKTUB-
HOCTI NapajeapbHUX 00YMCIEHb HaJ| T1EPKOMIUIEKCHUMH CTPYKTYpPaMHU JAHUX HA F€TEPOreHHOMY
anapatHo-niporpamHomy 3abesneuenti (CPU, GPU, TPU). 3a pe3yabTataMu pOBEACHUX TEOPETUY-
HUX Ta €KCIIEPUMEHTAIbHUX JOCTIIKEHb COPMOBAHO TaKi BUCHOBKHU:

1. IlinTBepKEHO, IO BUKOPUCTAHHS anreOpu kBaTtepHioHIiB ['aminbrona (H) 3a0e3neuye BH-
COKY MapaMeTpU4yHy KOMIIPECito MoJjieneil (CKOpOUYeHHS KiJIbKOCTI He3aJeKHUX Bar Ha 75% mopis-
HSIHO 3 J1MCHUMH aHAJIOraMM) Ta CHHEPTETUYHMM 00JI1K KpOoCc-KaHAIbHUX Kopesiiil. Boqnouac Bif-
CYTHICTh HATMBHOI anapaTHoi MiATPUMKH HEKOMYTAaTHBHOI aqreOpu CTBOPIOE CYTTEBI OOUUCIIIOBA-
JbHI HAKJIaH1 BUTPATU: CUMYJIALIS 100yTKY ["aminbTOHA BUMarae 16 nificHUX MHOXEHb, a pO3B'si3a-
HHS JIIHIHHUX cucteM Ax = b yepe3 fiiicHe MaTpU4HE MpeCTaBICHHs 301IbIIYE PO3MIPHICTH MaT-
puib y 4 paszu (4M X 4N), 1110 TPU3BOJMUTH 10 HABAaHTAXCHHS HA IIMHY JaHUX 1 (hparMeHTariio omne-
patuBHOI nam'sti npu Eager-BukoHaHHi.

2. B pe3ynbTraTi 1oCipKeHHS TPOAYKTUBHOCTI anreOpaidaux onepaiiii (100yTok ['aminbToHA)
BCTAaHOBJIEHO, 1110 JIs BUGipok Manoi po3mipHocti (N < 103%) Haiimenury narentHicTs (611360 0.15
Mc) 3a0e3neuytoTh BektopuszoBani CPU-616mioTexn Ha 6a3i C-API (3o0kpema numpy-quaternion) 3a
PaxyHOK BIJICYTHOCTI HaKJIaJHUX BUTPAT HA 1HIIiaJi3a1li0 KOHTEKCTY IPUCKOPIOBAYIB Ta Nepeaayy
nanux uepes PCle. Ha Benukux macusax faauux (N > 10°) maiikpami pesynbratu 3abe3neumin
GPU- ta TPU-konseepu. ITaker CuPy nokasas HaiiBuity mBuakicts (~1.2 mc qis N = 10°) na GPU
NVIDIA T4. Tenzopni ¢ppeiimBopku TensorFlow Graphics (tfg.geometry) ta tfquaternion nremMoHcT-
PYIOTh BHCOKY MacmTaboBaHicTh (~4.8 mMc mnma N = 10°) 3a paxyHok mapaienismy Ha sapax
CUDA/TPU.

3. Ilpu BukopucTanHi 3aranpHonocTyHOI Bepcii Google Colab 3actocyBanns 2 snep CPU cyt-
TeBO JiMiTye MaciitaboBaHicTh CPU-0i6mioTek. [nst ckinaaHux JiHIHHUX KBATEPHIOHHUX CHUCTEM
(M > 100) KpUTHYHO BXKIUBUM € TMPHUMYCOBE IEPEBEJCHHS MATPHIb Y PO3PSIHUN TPOCTIp
GPU/TPU. [Jocnimxenns epeKTUBHOCTI pO3B'si3aHHS KBATEPHIOHHUX JIHIHHUX CHCTEM 3 BUKOPUCTA-
HusM LU-nexomnosuii noseno, mo CPU-consepu (scipy/LAPACK) € epexTuBHUME THIIE AT Ma-
aux MaTpuik (po3MipHicte M < 50). Ilpu 36inpmenHi po3miprocti 10 M = 400 (nificHa 6109HA
Mmatpun 1600 X 1600) Buxkopucranus GPU-consepi (CuPy cuSOLVER, TensorFlow) no3Bosnse
CKOpPOTHTH 4ac po3B's3aHHs 3 ~0.18 ¢ 1o ~8.5 mc, 3a06e3meuyoun NpruCKOpeHHs mpuoau3Ho y 21 pas
nopiBHAHO 3 ABonotokosuM CPU.

4. Ins 3aBaanpb rmudokoro HaB4anHsA (QCNN, riopuani MLLM) ta 00poOKH BEIMKHX MacHBiB
(N = 10%): BesanbTepHaTHBHE JiiepcTBO yTpUMYyIoTh (peiiMBopku TensorFlow Graphics
(tfg.geometry) Ta CuPy mix ynpasniaasm GPU (NVIDIA T4) a6o TPU. Bukopuctanasi cTaTHIHUX
rpadis i3 XLA-KOMIIAIIEI0 HIBETIOE HAKIAAHI BUTPATH CUMYJIALIT HEKOMYTaTUBHOI alreOpH.

5. Ha npuknani 3agau kinacudikaii 306paxkens (CIFAR-10, HAM10000) BcTanoBiieHO, 110
KBaTepHIOHHI 3ropTKoBi Mepexi (QCNN) 3a0e31meuyoTh BUILY CTIHKICTh 10 TIEpeHaBYaHHS Ta MOK-
paiieHHsa TouHOCTI Kiacudikauii (Accuracy 3pocna 3 50.2% o 53.5% na HAM10000) npu 3-kpar-
HOMY 3MEHIIEHHI KIJTbKOCTI mapameTpiB. 3acTocyBanHs static-rpadis y TensorFlow Graphics pazom
13 XLA-komminsmiero (kernel fusion) ta 3menmienoro tounictio (FP16) 103B0oHIIO CKOPOTUTH HAKITA-
JTH1 BUTPATU CUMYJISLIT HEKOMYTaTUBHOI anreOpu Ta npuckoputu HaBuyaHHS QCNN ynBiui.

6. Jlis1 BUCOKOIIPOAYKTUBHUX 3a/1a4 KOMIT'FOTEPHOT0 30py, 3D-perpecii Ta rinbokoro HaB4aHHs
(QCNN) pexkomenmoBano crek TensorFlow Graphics (TFG) + XLA-kommisiist + GPU/TPU, 1o
JI03BOJISI€E MAKCUMAJIbHO 3TJIaIUTH HAKJIaJH1 BUTPATH TPAHCIISLI] KBATEPHIOHHUX OIeparliii 3a paxy-
HOK 3JIUTTSI 0OYMCITIOBATIBHUX SEP.

Bnecok aBTOpiB

Haranis AYIIEBA - popmyntoBaHHS HayKOBOI MpoOJieMU, HAYKOBE peAaryBaHHs TeKCTy; [BaH
BEPEMINYYK — MeToauka OCHTIKSHHS, aHAJI3 pe3ysbTaTiB, MporpaMHe 3ade3neueHHs, 30ip
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1 TIEpeBipKa eMITIPUYHUX JaHUX, MPOBEIACHHS 00UMCITIOBATLHUX EKCIIEPUMEHTIB, EeMITIPHYHE TOCTi-
JDKEHHS, aHaJli3 JDKEpedl, MiArOTOBKa OTJIA Ly JITepaTypH, MiAroTOBKAa NEPBUHHOI Bepcii pyKOmHCy.

JexkJiapanisi npo MTYYHUH iHTEJIEKT

ITin yac miArOTOBKY Ii€] CTATTI IHCTPYMEHTH IITYYHOT'O 1HTEJIEKTY HE BUKOPHCTOBYBAIMCS Hi
JUI OTPUMAaHHS HAYKOBUX PE3YJbTaTIB, Hi JUI aHAJII3y IaHUX, HAIMCAHHS OCHOBHOIO 3MICTY CTaTTi
gy (OPMYJTIIOBaHHS BUCHOBKIB.

Konguikr inTepecis

ABTOpH 3asBJIIOTH PO BIACYTHICTh KOH(IIIKTY IHTEPECIB Ta MiITBEPHKYIOTh, L0 Mij Yac Mmij-
TOTOBKH I1i€1 poOOTH HE ICHYBAJIO JKOJHUX KOMEPIINHUX, (PIHAHCOBUX UM 1HIIUX B3a€EMOBIJTHOCHH,
sKi Moryu O OyTH pO3IiHEHI SIK TakKi, 10 3AaTHI BILIMHYTH Ha Pe3yJIbTaTH JOCIiKeHHS a0 iX iHTep-
nperaiiito. Po0oTa BUKOHaHa BiJIIOBIHO J10 IPUHIIMIIIB aKaAeMIYHOT T0OPOUYECHOCT], ETHYHUX HOPM
MIPOBEACHHS HAYKOBUX JOCIIKEHb Ta BUMOT PEAAKIIIMHOI IMOITHKU MO0 3ar00iraHHs KOHPIIKTY
1HTEpeciB.
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N. Ausheva, I. Veremiichuk
EFFICIENCY OF PARALLEL COMPUTING USING QUATERNIONS
The article presents a systematic study and comparative analysis of the efficiency of parallel
computing when operating with non-commutative quaternion data structures and solving quaternion
linear systems Ax = b on heterogeneous hardware platforms (CPU, GPU, TPU) using modern soft-
ware stacks (NumPy, TensorFlow Graphics, tfquaternion, CuPy). The theoretical aspects of using
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Hamilton algebra for processing multidimensional and multichannel signals (color spaces, 3D orien-
tation) are considered, which provides a reduction in the number of independent training parameters
of neural network models by 75%. The computational overhead of graphs is analyzed, due to the lack
of native hardware support for non-commutative multiplication and the need to simulate the Hamilto-
nian product through 16 real operations and a real block representation (Real Matrix Representa-
tion) with dimension 4M X 4N. Using the developed benchmarking software tool in the Google
Colab cloud infrastructure, the latency of the Hamiltonian product execution for samples of size N €
[102...10°] and the speed of LU-decomposition of linear systems are estimated. The effect of using
XLA-compilation (kernel fusion) and FP16-computing when optimizing QCNN graphs is studied
using the example of image classification from the CIFAR-10 and HAM10000 datasets. Practical
recommendations are formed for choosing a software-hardware stack depending on the data dimen-
sion and computational latency requirements.

Keywords: quaternions, Hamiltonian product, parallel computing, QCNN, TensorFlow Grap-
hics, CuPy, XLA compilation, GPU, TPU, real matrix representation.
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